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a Matched Sim–Real Evaluation 16 tasks · 3 levels · 3 trials per task and environment
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Figure 1 PhysLadder and GPT-6 Astra’s observed Sim–Real performance. (a) The same model is evaluated
in physically and visually matched simulated and real-world environments, illustrated by Whiteboard Wiping. Images
are cropped for framing; real-world color is globally adjusted for display. (b) Each step of the ladder adds an interaction
requirement: contact selection and geometric alignment (L1), force regulation within sustained contact (L2), and
coordinated contact reconfiguration and force regulation (L3). Photographs of Hat Hanging, Drawer Pull & Return,
and Bottle Cap Unscrewing illustrate task demands, not successful outcomes. (c) Success declines across levels in
both environments, and no L3 task is completed (dashed line). Rates use equal task weights over 16 tasks (5/7/4 at
L1/L2/L3), with three trials per task per environment (Section 5.3); 10 of the 16 tasks have identical success counts,
supporting matched simulation as a repeatable, scalable testbed for evaluating this model. Real-world zero-shot trials
use the fixed basic Skills in Section 5.2.
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